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           ou are an experienced litigator, but a challenge    
          comes across your desk that has you scratching 
your head. In a ‘they-said, we-said’ matter, the bulk 
of the relevant conversations are buried in voicemails 
and phone calls – around 320 hours of recorded audio. 
Plus, your client posted several dozen hours of videos 
on social media and you must find every instance 
where they discussed relevant facts. Searching emails 
is easy, but how can you efficiently and confidently 
search all this audio? 

One option, you could just grab a cup of coffee and 
hit ‘Play’. It will take you at least 320 hours to listen 
to everything, but that doesn’t take into account the 
breaks you need or the number of times you have to 
pause the recording to make notes or look up a term. 
Isn’t there some kind of software that can magically 
transcribe the audio? You tried that dictation software 
in the past and just gave up because it was a waste of 
time to train and it was never accurate. 

Is audio and video considered 
electronically stored information?
Maybe you shouldn’t have to review audio files at all 
… if they’re not “documents” should you be required 
to collect, preserve, review and produce them? Some 
would argue “no” because it falls outside of their 
discovery comfort zone. But based on the Federal 
Rules of Civil Procedure, https://www.law.cornell.
edu/rules/frcp and most State Rules, https://www.
webpreserver.com/state-ediscovery-rules/ digital 
audio and video files must be produced if they contain 
relevant information. 

In 2000, Kleiner v. Burns https://casetext.com/case/
kleiner-v-burns succinctly stated that “computerized 
data and other electronically-recorded information 
includes voicemail messages.” That sentiment 
was echoed in the amended Federal Rules of Civil 

Procedure in 2006 where they employed the phrase 
“electronically stored information” to encompass any 
digital file type that included relevant information, 
including audio and video files (see FRCP 34). https://
www.law.cornell.edu/rules/frcp/rule_34 

As used by the [Federal Rules] advisory 
committee, ‘computerized data and other 

electronically-recorded information’ includes, but 
is not limited to: voice mail messages and files, 
back-up voice mail files, e-mail messages and 
files, backup e-mail files, deleted e-mails, data 
files, program files, backup and archival tapes, 
temporary files, system history files, web site 

information stored in textual, graphical or audio 
format, web site log files, cache files, cookies, and 

other electronically stored information. 
(emphasis ours) 

Kleiner v. Burns, No. 00-2160-JWL (D. Kan. Dec. 15, 
2000), noting in a footnote that “The Court does 

not intend this list to be exhaustive.”

Because digital audio files are electronically stored 
information, and therefore must be produced if they 
contain potentially relevant information to the matter, 
FRCP 34 further declares that those audio files (or 
“sound recordings” in the language of the Rule) must 
be produced in a “reasonably usable form.” Some may 
attempt to argue that an audio file transcribed into 
text is “reasonably usable,” but the text transcription 
is a degraded and less usable form of the original audio 
file – there’s no way to aurally listen to the original 
recording and it is extremely difficult (impossible) to 
discern the context in which the spoken word is heard, 
or the sentiment or emotion in which it was spoken. 
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Do you hear what I hear?
What types of digital audio files might one encounter 
in an investigation or litigation matter? Today we have 
the instantaneous ability to record audio with the 
press of a button on our mobile phones, tablets, and 
even smart watches. And it’s not just limited to pure 
audio, we’re also talking about the audio portion of a 
video. 

While a smartphone might only yield a handful of 
recordings, the need for audio discovery swiftly scales 
up when we consider large companies and enterprises 
that support unified messaging systems https://
en.wikipedia.org/wiki/Unified_messaging where 
they record and store voicemails, video messages, 
and much more. Sometimes voicemails are sent to 
recipients as email attachments (especially with VoIP 
systems), and many video conferences are recorded 
for later viewing. Some recordings are stored in 
common file formats so they can be easily viewed/
heard with software built into the Mac and Windows 
operating systems, but other recordings are stored 
in proprietary file formats that require additional 
software for playback. 

Then there are entire industries that are required to 
record and preserve every conversation or phone call. 
Call centers must maintain and catalog thousands of 
hours of recorded audio (“this call may be recorded 
for quality and training purposes”). Or consider 
portions of the financial sector that are regulatorily 
required to record all phone conversations for 
compliance, quality control, and risk management. 
Some of these industries may keep recordings for a 
brief period, others have policies in place that require 
a much longer storage period. All of these companies 
desperately need technology that allows them to 
quickly search and access those audio files. 

Exploring the options for reviewing 
audio files
Let’s briefly consider the available options today for 
reviewing audio files:

Four Options for Reviewing Digital Audio:

 Manually Listening to Each Recording 

 (Live Listening)

 Manual Transcription by Humans

 Machine Transcription (Using Software)

 Phonetic Indexing and Search

Manually listening to each recording (live listening)Manually listening to each recording (live listening)

If you only have 2 or 5 voicemails to review, then 
presumably you’ll just sit down and start listening to 
them. Most audio players on a computer or mobile 
device have a play/pause button, and you can “scrub” 
through the audio to “rewind” a section or jump 
ahead. And you’ll be jotting down notes as you listen 
to the file. 
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The problem is that this approach quickly becomes 
unscalable and impossible. For example, if you’re 
listening to an hour long phone call, it will take you 
AT LEAST one hour to listen to the entire recording, 
but that doesn’t take into account the additional 
time to rewind, re-listen, and pause the playback to 
make notes. Also consider you’ll surely be interrupted 
throughout the day, distracted by thoughts of lunch, 
or just plain weary..

Manual transcription by a humanManual transcription by a human

Aren’t all of these problems solved by manually 
transcribing the recorded audio into a text rendering? 
This would be an excellent task for a junior associate 
or legal assistant who could sit there and painstakingly 
type out each and every word they hear in an audio 
file. You’ll receive a text file that faithfully converts 
the spoken word into static characters and letters, 
regardless of the tone, inflection, volume, or 
sentiment in which the spoken word was delivered. 

How long does this take? The industry standard 
for transcribing 1 hour of audio is 4 hours1. Even a 
skilled court reporter or transcriptionist will require 
a considerable amount of time to transcribe an audio 
file due to factors such as background noise in the 
audio, multiple speakers, accents, and the amount of 
research required to accurately transcribe slang terms, 
proper names, specialized terminology, locations, etc. 
Of course, you’ll need to pay them for their meticulous 
work. 

The industry standard for transcribing  
1 hour of audio is 4 hours.

Perhaps you already employ an able legal assistant 
that faithfully transcribes your recorded dictation 
and they are quite capable in this role. The problem is 
that we speak differently when we dictate a letter or 
memo vs. having a conversational interchange, and 
that requires a different approach to the transcription 
exercise. Most audio files collected and reviewed for 
litigation matters are conversational, meant to stay in 
an aural, audio format and never meant to be reduced 
to static text. 
   
Speech recognition software (machine Speech recognition software (machine 
transcription)transcription)

Why use humans to transcribe text when software 
can do this automatically? Many lawyers have dabbled 
in dictation software (e.g. Dragon Dictation) with the 
starry-eyed hope that they could avoid ever typing 
again and the computer would magically understand 
their every utterance and command. But the software 
was a bitter disappointment as you learned you 
needed to proceed through hours of training so the 
software could attempt to better understand your 
accent and speaking peculiarities. Many people are 
exposed to these inaccuracies every day as they 
attempt to “write” text messages and emails via 
“speaking” to voice assistants such as Siri and Alexa. 

Not only are computers still poor interpreters of 
the human voice, every individual speaks a slightly 
differently with individualized dialects and speech 
patterns, and this results in low accuracy rates for 
computerized transcription. Studies show that humans 
will miss one or two words out of every 20 that they 
hear, and historically computers missed at least twice 
that number2. In the last 3-5 years, tech-behemoths 
like IBM3, Google4, and Microsoft5 have worked hard 
to improve their speech recognition word-error-rates 
(WER) to be closer to human parity, but there is still 
certainly a lot to be desired (consider how often your 
voicemails get transcribed incorrectly or oddly). 
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While these services and software may initially boast a 
lower cost, the perceived “value” quickly evaporates 
when you encounter errors and inaccurately 
transcribed words – this is aggravating, reckless, and 
exposes you to risk. 

Phonetic Indexing / SearchingPhonetic Indexing / Searching

The fastest and most accurate method for 
reviewing and searching audio files is through the 
applied technology of “phonetic indexing”. Most 
computerized transcription technologies try their 
best to match a spoken word to an entry in their 
“dictionary” regardless of whether it makes logical 

or grammatical sense to a human. So, for example, 
the phrase “This is Irene calling” might be transcribed 
as “This is a dream colon”; or “That’s just delightful” 
might be transcribed as “That’s just a light pole6. ” 

By contrast, phonetic indexing does not rely on bulky 
dictionaries, but rather the audio is analyzed by way 
of phonemes (the English language has 44). The 
searching index is not based on individual words, but 
rather on sounds of speech which can easily account 
for variations in tone, accents, dialects, etc. 

1“How long does it take you to transcribe one hour of audio?” Medium, March 1, 2020,  
https://medium.com/@bethworthy/how-long-does-it-take-you-to-transcribe-one-hour-of-audio-46fb55fce64b, last visited March 1, 2020.
2“Why Our Crazy-Smart AI Still Sucks at Transcribing Speech,” Wired, March 1, 2020,  
https://www.wired.com/2016/04/long-form-voice-transcription/, last visited March 1, 2020.
3“Reaching new records in speech recognition,” IBM, March 1, 2020,  
https://www.ibm.com/blogs/watson/2017/03/reaching-new-records-in-speech-recognition/, last visited March 1, 2020.
4 “Google’s speech recognition technology now has a 4.9% word error rate,” Venture Beat, March 1, 2020,  
https://venturebeat.com/2017/05/17/googles-speech-recognition-technology-now-has-a-4-9-word-error-rate/, last visited March 1, 2020.
 5“Microsoft researchers achieve new conversational speech recognition milestone,” Microsoft Research Blog, August 20, 2017, https://www.micro-
soft.com/en-us/research/blog/microsoft-researchers-achieve-new-conversational-speech-recognition-milestone/, last visited March 1, 2020.
 6 “’This Is a Dream Colon’ - 26 Hilarious Voice Mail Transcriptions,” HuffPost, September 16, 2013,  
https://www.huffpost.com/entry/youve-got-voicemail_b_3606132, last visited March 1, 2020. 
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Not only can Nexidia’s phonetic indexing 

accurately recognize the spoken word 
regardless of tone, access, and dialects, 

Nexida Audio Discovery can also work with 
40+ languages because it is not restricted to a 

dictionary of words. 

 

Phonemes are similar to syllables, but they can be 
smaller than syllables. You may remember learning 
about phonemes in grade school. Phonemes break 
down the sounds of speech such as “B” as in “Boat”, 
“G” as in “Gallop” or “SH” as in “Shampoo”. There are 
5 vowels, but each of those vowels can have different 
sounds depending on what letters surround them: 
“A” as in “Bat” or “AI” as in “Braid”. Similarly, you can 
have “O” as in “Jog” and “OA” as in “Float”.

A phoneme is the smallest unit of sound in a  
word that makes a difference in its pronunciation, 

as well as its meaning. For instance, the /s/ in 
‘soar’ distinguishes it from /r/ in ‘roar’, as it 

becomes different from ‘soar’ in pronunciation as 
well as meaning.

Literary Devices, https://literarydevices.net/
phoneme/, last visited March 1st, 2020

While a phrase like “…transfer me to the Washington 
office…” can be read in text with six words, that same 
phrase is represented with more than twice as many 
phonemes: “…tran-spher me too thuh wa-shing-ton 
aw-fiss…” The “wa” phoneme in that phrase could be 
found in words like “wa-ter” or “wa-ffle” but when it 
is paired with other phonemes like “wa-shing-ton” the 
results are much more accurate when you’re looking 
for that specific word. 

…transfer me to the Washington office…

…tran-spher me too thuh wa-shing-ton aw-fiss…

ˈtrænsfər mi tə ðə ˈwɑʃɪŋtən ˈɔfəs 

(according to the International Phonetic Alphabet 
(IPA) – see https://tophonetics.com) 

 

The Phonetic Approach is Faster and 
More Accurate
To overcome the limitations found in audio 
transcription, Nexidia developed the unique 
technology found in phonetic indexing and they have 
been awarded 22 patents (and counting) for their 
efforts to quickly and accurately searching digital audio 
files. 

The user’s search term(s) are automatically converted The user’s search term(s) are automatically converted 
into a phonetic representation and time aligned within into a phonetic representation and time aligned within 

the index.the index.

An example of the most common languages supported An example of the most common languages supported 
by Nexidia Search.by Nexidia Search.

NEXIDIA LANGUAGE COVERAGENEXIDIA LANGUAGE COVERAGE

Arabic (Multiple Dialects)
Chinese (Cantonese & Mandarin)
Croatian 
Danish
Dutch/Flemish
English  
(North American & International)
French (European & Canadian)
German
Hebrew
Hindi

Italian
Japanese
Korean
Polish
Portuguese (Brazilian)
Russian
Spanish (Latin American & European)
Swedish
Tagalog
Turkish
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Advantages of Searching a Phonetic Index:

 Accounts for how people speak …  
 not just write

 Spelling is not a consideration

 Automatically accounts for new words,  
 industry terms, and proper names

 Search results are more efficient and more   
 accurate

Because of Nexidia’s ground-breaking and pioneering 
work in this area, it is crucial to understand the 
platform they’ve built so that legal practitioners can 
access and search digital audio files via phonetic 
indexing. Here are some of the advantages that you 
should understand:

It takes into account how people speak … not just It takes into account how people speak … not just 
writewrite

People speak differently than they write, and they 
listen differently than they read. Reviewing and 
searching audio files requires a different approach to 
parsing out the spoken word than merely attempting 
to reduce it to written text. There are different skills 
and capabilities humans employ when listening to 
a speaker vs. reading a written passage. Phonetic 
indexing ensures that the spoken language is kept in 
audio format so the human ear (and brain) can hear 
the audio as it was meant to be heard. 

Additionally, transcribed text cannot reveal a speaker’s 
accent, dialect, emotion or the sentiment they were 
expressing when they were speaking, and this can be 
immensely helpful when reviewing relevant audio files. 
When you are searching or scanning through audio 
files for relevant information, it is much more helpful 
and powerful to actually hear the speaker rather than 
simply read through the transcribed text of their 
statement.

You don’t have to worry about how a word is You don’t have to worry about how a word is 
spelled…spelled…

Being able to search a phonetic index of an audio 
file means that you don’t have to worry about how a 
word is spelled. When you transcribe audio to text, the 
transcriptionist is making their best guess as to what 
word the speaker meant to use, and the software or 
transcriptionist faithfully inserts that word as they 
know how to spell it. 

But a phonetic index takes the pressure off knowing 
how a word is spelled because you’re not searching 
the guessed-at, transcribed text … you are searching 
the phonetic index built on the sounds that the 
speakers make rather than a transcribed attempt at 
spelling the word. A phonetic index also avoids the 
need for “fuzzy” searches because there is no need to 
approximate how a word may be spelled. 

It accurately accounts for new words, industry terms, It accurately accounts for new words, industry terms, 
proper names, etc. proper names, etc. 
Phonetic indexing has a much higher tolerance for 
incorporating new words, proper names, industry 
terms, and even slang because it’s not reliant on 
reducing the spoken audio into written text with 
words that must be spelled out. 

7



For example, when you see “NCAA” in written text, 
how do you pronounce it? Do you say each letter like 
“N-C-A-A”? Or do you say “NC-double-A” or “NC-
two-A”? There is one acceptable way to abbreviate 
that acronym in writing, but there are multiple ways 
to pronounce it, and that requires a heightened 
awareness on behalf of a transcriptionist to ensure 
they are accurately typing what a speaker intended 
to say. When you are searching a phonetic index, you 
simply search for the way(s) a term would be spoken. 

There is one way to abbreviate “NCAA” 
in writing, but there are multiple ways to 

pronounce it: 
“N-C-A-A”

“NC-double-A”
“NC-two-A”

Your search results are more efficient and more Your search results are more efficient and more 
accurate…accurate…

Phonetic indexing eliminates the need to maintain 
bulky speech-to-text dictionaries so you can start 
searching the audio files faster. Phonetic indexing 
doesn’t have to be trained or “tuned”, so you can get 
to the results of your searches much quicker. In fact, 
Nexidia’s technology can process over 100,000 hours 
of recorded audio in a single day. 

Typically, the accuracy of manual transcription is 
measured by the “word error rate” (WER) and 
merely measures how many of the words in the text 
transcription were not in the original audio recording. 
Unfortunately, this kind of deterministic measurement 
doesn’t leave any room for adjusting the accuracy level 
of your transcription – it’s either correct or wrong, and 
you have no method to adjust that. And it is your duty And it is your duty 
to ensure the transcribed text is accurate.to ensure the transcribed text is accurate.

With phonetic indexing, Nexidia allows you to easily 
adjust the threshold setting for accuracy in your 
searches. This exercise utilizes the “precision” and 
“recall” determiners that legal teams rely on in 
predictive coding exercises in eDiscovery. In Nexidia 
Search, a high precision threshold will yield a large 
percentage of valid hits with very few false positives 
(useful for more focused searches). A high recall 
threshold will yield a large percentage of all the true 
positives but will include a higher number of false 
positives as well. You can choose which threshold 
level works best for your matter and can adjust when 
necessary on the fly.

 

The Nexidia Search Platform Offers 
the Best of All Worlds in Audio Search

Phonetic searches provide scored results, combined Phonetic searches provide scored results, combined 
with a user adjustable threshold to effect recall and with a user adjustable threshold to effect recall and 

precision suited to the user’s specific legal needs.precision suited to the user’s specific legal needs.
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The wonder of phonetic indexing would be useless if 
you didn’t have a platform where you could search, 
organize, and analyze the audio files. Nexidia Search 
gives you unprecedented access to search and 
annotate your audio files. 

Once your audio files are phonetically indexed, you can 
type in a word or phrase and Nexidia Search delivers a 
list of results from the audio files. When you click on a 
selection, the audio waveform indicates exactly where 
in the recording the instance(s) of the word or phrase 
is located. You can simply start playing the audio 
recording from that point so you can hear exactly how 
the word is being used in context, and you’re able to 
skip ahead or go back as necessary.

When you add search terms, each instance of the 
occurrence is color-coded in the waveform, so you can 
easily identify exactly where you need to jump into 

the recording to listen to the relevant section. After 
all, there’s no substitute for actually listening to the 
conversation with your own ears. 

To get the most out of Nexidia Search, it’s 
recommended that you collect as much metadata as 
possible associated with the audio files so you can use 
that additional information for filtering your searches. 
For example, if you’re collecting voicemails from a 
server, the audio files will typically have associated 
metadata that tells you which mailbox it belongs to, 
the length of the recording, the date the recording 
was made, etc. When you load this additional 
information into Nexidia Search, you can then further 
filter your search results by date, custodian, etc. 

Color coded search results within the waveform and efficient audio hit navigation are just a few of the ways in Color coded search results within the waveform and efficient audio hit navigation are just a few of the ways in 
which Nexidia streamlines audio review.which Nexidia streamlines audio review.
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In addition to the comprehensive and approachable 
phonetic index to search and listen to the audio files, 
Nexidia Search also employs a speech-to-text AI-driven 
context so that offers visual analytics such as word 
clouds and related phrase “drill-downs.” You can take 
full advantage of both technologies (phonetic indexing 
& speech-to-text) to craft the most compelling and 
insightful review of digital audio files. 

With the innovative technology and pioneering 
keenness from Nexidia, you no longer need to be 
nervous about reviewing and producing 320 hour of 
digital audio files (or even 10,000 hours of audio!). 
You now have the knowledge and power to efficiently 
and confidently search audio discovery for your next 
litigation matter or investigation.

The combination of speech to text with phonetics provides for the addition of visual analytics in the form of The combination of speech to text with phonetics provides for the addition of visual analytics in the form of 
interactive word clouds, related phrases, etc.interactive word clouds, related phrases, etc.
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History of Nexidia

Nexidia began as an engineering project at Georgia 
Institute of Technology (Georgia Tech). Professor Mark 
Clements, the company’s founder, was looking for a 
way to use phonemes to help his university’s library 
manage huge recording collections. The speeches of 
U.S. Senator Sam Nunn, and his heavy Southern drawl, 
were the first project.

From those beginnings in the mid-1990’s, Nexidia has 
grown to serve the intelligence market, the call-center 
space, and Audio Discovery. Acknowledged as a leader 
in speech analytics, Nexidia was acquired in 2016 and is a 
subsidiary of NICE.
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